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Abstract

The Peer-to-Peer (P2P) architecture has been successfully used to reduce costs and in-

crease the scalability of Internet live streaming systems. However, the effectiveness of these

applications depends largely on user (peer) cooperation. In this article we use data collected

from SopCast, a popular P2P live application, to show that there is high correlation between

peer centrality—out-degree, out-closeness, and betweenness—in the P2P overlay graph and

peer cooperation. We use this finding to propose a new regression-based model to predict

peer cooperation from its past centrality. Our model takes only peer out-degrees as input,

as out-degree has the strongest correlation with peer cooperation. Our evaluation shows

that our model has good accuracy and does not need to be trained too often (e.g., once

each 16 minutes). We also use our model to sketch a mechanism to detect malicious peers

that report artificially-inflated cooperation aiming at, for example, receiving better quality

of service.
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1. Introduction

The Peer-to-Peer (P2P) architecture has emerged as a cost-effective platform for live

video streaming on the Internet. In fact, various live streaming applications, such as Sop-

Cast, PPLive, and UUSee1, which have already reached the mark of millions of registered

users [1], rely on a P2P platform for live streaming. Moreover, global events, such as the

U.S. president Obama’s inauguration speech, have already been successfully streamed using

the P2P architecture [2]. Thus, there is no doubt that P2P is a major player in streaming

distribution.

P2P live streaming systems depend on peer altruism to operate properly. Peers upload

content to other peers, reducing workload on the server and increasing system scalability.

Not surprisingly, some P2P live streaming systems require peers to upload to their partners

at the same streaming rate that they receive [3]. If peers do not serve as expected, the server

has to complement peer contributions with its own bandwidth.

The level of cooperation of a peer, defined as the ratio of the peer’s upload rate to its

download rate, is a key metric in P2P live streaming systems. During a live streaming

transmission, peers usually have different cooperation levels [4] due to peer upload capacity

heterogeneity and P2P protocols that induce unbalanced data exchanges among partners.

Unbalanced load can make P2P live streaming applications unattractive to some peers and

increase distribution latency. For example, altruistic peers, i.e., peers that upload more

content than they download from others, may be overloaded with data requests and become

unsatisfied with the system.

Unlike in P2P file sharing applications (e.g., BitTorrent [5]), the so-called “tit-for-tat”

incentive mechanism [6] is not effective to balance the data exchanges among partners in

a P2P live streaming application [7, 8]. The tit-for-tat mechanism is based on enforcing

similar pairwise contributions. As live multimedia streams are consumed on-the-fly, as

they are received, there exists an important temporal constraint: video segments quickly

become outdated after received, which limits sharing opportunities for each segment to a

1http://www.sopcast.com, http://www.pptv.com, and http://www.uusee.com.
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short period [8]. Therefore, maintaining an estimate of the level of cooperation of peers is

important for P2P live streaming applications to identify potentially noncooperative peers

as well as altruistic (and possibly overloaded) peers. It is also a key building block in the

development of incentive mechanisms that provide differentiated quality of service to peers

according to their level of cooperation.

The literature has various incentive mechanisms to improve peer cooperation in live

streaming applications [3, 7–10]. These mechanisms measure the volume of data exchanged

by peers (i.e., upload and download rates) to estimate their cooperation levels. Moreover,

some mechanisms require peer authentication or additional cross-checking messages to de-

fend against malicious peers that lie about their data exchanges (e.g., to promote themselves

or to vilify other peers) [7, 9]. However, these mechanisms may increase computation and

communication overheads in the system.

In this article, we propose techniques to predict a peer’s cooperation level, focusing on

the cooperation induced by the P2P protocol rather than the cooperation that results from

user behavior or bandwidth limitation. Unlike previous methods that directly use reported

download and upload rates—and thus are subject to either opportunistic peers that lie

about their data exchanges to benefit from the system, or high processing and bandwidth

overheads to guard against such opportunistic peers [7, 9]—our techniques exploit topological

properties of the P2P streaming overlay. Specifically, we assess the potential benefit of using

centrality metrics [11], notably out-degree, out-closeness and betweenness, to dynamically

predict each peer’s cooperation level.

The use of topological properties of the overlay network to predict a peer’s cooperation

level is motivated by the existence, in many P2P live applications, of a centralized server

(tracker) that periodically receives control messages from each peer [4, 7, 12]. A peer could

piggyback a list of its current partners in such messages [7], which could then be used by

the tracker to reconstruct the overlay topology and compute each peer’s centrality metrics.

Moreover, our approach could be exploited jointly with other techniques that rely on au-

thentication or additional cross-checking [7, 9], complementing them and possibly reducing

their overhead.
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We evaluate our approach using real data sets collected from SopCast, one of the cur-

rently most popular P2P live applications. We run a series of streaming experiments on

PlanetLab [13]. We show that there is a strong correlation between a peer’s centrality,

notably its out-degree, and its cooperation level, and that the peer’s out-degree remains

reasonably stable over consecutive 60-second time windows.

Motivated by these results, we develop regression-based models to predict the cooperation

level of a peer in the near future based on its out-degree collected in the recent past. We show

that our models produce reasonably accurate predictions for our data sets. For instance,

our best model is able to correctly identify 95% of the noncooperative peers (i.e., peers with

cooperation level below 1), 71% of the cooperative peers (i.e., peers with cooperation level

between 1 and 10), and 82% of the very cooperative peers (i.e., peers with cooperation level

equal or greater than 10). Our models do not require a history of out-degree measurements

and can be trained (i.e., can have their parameter values determined) after observing the

P2P overlay and measured peer cooperation levels for a single minute. Moreover, our models

can be applied for at least 16 minutes after training without significant accuracy loss.

Finally, we discuss alternative strategies to detect potentially malicious peers, suspicious

of reporting artificially inflated centrality metrics with the goal of defeating our prediction

models. We observe that a malicious peer must report false partnerships to other malicious

peers to increase its centrality metrics. We then sketch a strategy that exploits the local

clustering coefficient of peers to identify peers that are suspicious of colluding to inflate their

out-degrees and their predicted cooperation levels.

The remainder of this article is organized as follows. We review related work in Sec-

tion 2. Our SopCast data collection methodology is described in Section 3. We characterize

cooperation among SopCast peers in Section 4, and their correlation with peer centrality

in Section 5. In Section 6, we develop and evaluate regression-based models to predict the

cooperation level of a peer. In Section 7, we discuss practical issues related to the model

application, including our strategy to mitigate collusion of malicious peers. We conclude

this article and discuss possible directions for future work in Section 8.
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2. Related Work

In this section we discuss previous studies of cooperation and incentive mechanisms in

P2P systems (Section 2.1) as well as prior analyses of topological properties of P2P overlays

(Section 2.2).

2.1. Cooperation and Incentive Mechanisms in P2P Systems

Cooperation in P2P systems was first analyzed in the Gnutella file sharing system by

Adar and Huberman [14]. They showed that most Gnutella peers are noncooperative, or

free-riders. Since then, various studies have approached this problem and proposed incentive

mechanisms driven by the peer’s upload and download traffic volumes [15–19]. Most no-

tably, bilateral peer cooperation, such as BitTorrent’s tit-for-tat mechanism [6] and further

improvements [20–22], has been widely applied in file sharing systems. However, tit-for-tat is

ineffective in live streaming because video segments quickly become obsolete, which prevents

some peers from sharing every segment received [7, 8].

Several previous studies have proposed incentive mechanisms to address the limitations

of tit-for-tat for live streaming. FlightPath [3] is a P2P live streaming application with an

incentive mechanism that targets balanced pairwise data exchanges but adds a relaxation

parameter for the benefit of peers that are unable to contribute in a balanced way. Silverston

et al. [8] proposed a different incentive mechanism where peers unable to serve data should

answer with pointers to other peers that are able to serve it. Chatzidrossos et al. [10] argues

that many noncooperative peers are unable to upload as much as they download due to

asymmetric DSL or HSDPA connections, and proposed a scheme to reserve a percentage of

the server’s upload bandwidth to very cooperative peers.

Most incentive mechanisms for P2P live streaming directly measure peer cooperation

based on its upload and download rates [7, 9, 10]. Some incentive mechanisms rely on

various techniques to verify the upload and download rates reported by peers. For example,

LiFTinG [9] is a technique for tracking free riders that consists of a series of checking and

cross-checking operations performed by peers to verify whether data requests are served by

their partners, and whether the partners forwarded received data to their own partners.
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Peers report failed verifications to manager peers, which in turn can ban the suspects of

free riding from the system. Contracts [7] uses estimates of each peer’s cooperation level

to restructure the overlay such that more cooperative peers are placed closer to the video

source, thus experiencing a better quality of service. In the centralized version of Contracts,

peers collect cryptographic receipts for uploaded data, and send receipts periodically to the

tracker. The tracker is then responsible for processing the receipts to verify each peer’s

cooperation.

To the best of our knowledge, no previous work explored topological properties of the

P2P overlay to estimate peer cooperation. Our models can extend existing systems to make

them more accurate or reduce their overhead. For example, our models can be used with the

incentive mechanism proposed by Chatzidrossos et al. [10] to identify noncooperative and

very cooperative peers, enabling the application to redirect traffic. They can also be used by

the incentive mechanism proposed by Silverston et al. [8] as a means to estimate the amount

of data a peer can serve in the near future. Trust-based systems, such as Contracts [7] and

LiFTinG [9], can use our models as an additional source of information: peers reporting

cooperation levels significantly higher than the values predicted by our model (based on the

peer’s out-degree) might be inserted into a list of suspect peers. This could potentially reduce

the communication and computational overheads introduced by cryptographic receipts and

(cross) checking operations.

2.2. Topological Properties of P2P Overlays

Previous work has also analyzed and modeled topological properties of P2P overlay net-

works, with major interest in centrality metrics. Chun et al. [23] analyzed the betweenness,

closeness, and degree centralities of peers in the Gnutella file sharing system to assess system

robustness as central peers depart from the network. Vu et al. [24] analyzed peer degree in

the overlay of the PPLive streaming system, showing that the average peer degree is inde-

pendent of channel popularity. Gonçalves et al. [25] characterized the dynamic properties of

the SopCast overlay network, focusing on how the betweenness, closeness, and out-degree of

a peer change over time. The authors observed that peers can be classified into three cen-
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trality profiles (low, average, and high), and that peers tend to remain with the same profile

throughout the transmission. Those prior studies offer some interesting findings about the

topological properties of the P2P overlays and peer behavior. However, they do not relate

their findings with peer cooperation level.

More closely related to our work, a few studies have analyzed the relationship between

peer centrality and peer cooperation. For instance, Delaviz et al. [26] exploited the between-

ness centrality metric to improve the accuracy of the Bartercast reputation mechanism [27],

used by a BitTorrent-based application named Tribler [28]. In Bartercast, a peer computes

the reputation of another peer based on the amount of data flows to that peer. Delaviz et

al. observed that computing data flows from peers with high betweenness leads to more

accurate peer reputation estimates, as those peers tend to have higher communication. This

result shows a correlation between betweenness and peer cooperation level in P2P file shar-

ing systems. We here show that out-degree, a simpler and less computationally intensive

metric, is more strongly correlated with peer cooperation level than betweenness in P2P live

streaming.

Out-degree is a well studied metric as it is intuitively correlated to peer cooperation.

Tang et al. [29] as well as Wu et al. [30] analyzed this metric in SopCast and in the UUSee

streaming system, respectively. Both studies report that the peer out-degree distribution

is close to a power-law distribution, and that out-degree is correlated with average upload

volume. More related to our work is the characterization of streaming flows in the UUSee

system performed by We et al. [12], where the authors proposed linear models to predict

peer throughput as a function of a peer’s minimum per-flow upload capacity. We here aim at

predicting peer cooperation level as a function of topological properties of the P2P overlay

(e.g., peer out-degrees).

Some of aforementioned previous efforts [23–25, 30] as well as the well known study by

Stutzbach et al. on the Gnutella overlay network [31] analyzed peer clustering coefficient in

order to verify the “small-world” phenomenon in P2P overlays. However, they focused on

the global clustering coefficient, i.e., the average clustering coefficient over all peers in the

overlay. Instead, we are here interested in quantifying the clustering coefficient of individual
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peers as a means to detect potentially malicious peers that lie about their out-degrees to

defeat our prediction method. Magharei and Rejaie proposed techniques that aim to detect

and avoid clusters of peers that limit data delivery in the overlay [32]. Their approach focuses

on monitoring the streaming quality perceived by peers, aiming at detecting clustering of

peers that affect content delivery. However, their techniques do not aim at detecting clusters

of malicious peers in the context explored here.

This article extends our previous work [33] with a wider evaluation of the considered

prediction models as well as new conclusions about the most accurate prediction approach.

In particular, we here show that a higher degree polynomial model (i.e., a quartic model)

does bring benefits over the quadratic model proposed in [33]. We expand our discussion on

practical considerations for model deployment and discuss strategies to make our prediction

models more robust to malicious peers.

3. SopCast Data Collection Methodology

In this section, we first briefly review some key characteristics of the SopCast application

(Section 3.1), and then present our data collection methodology (Section 3.2).

Our work relies on data sets that we collected using SopCast, which is one of the most

popular P2P live streaming applications today2. We choose SopCast due to its popularity

and because it is representative of most successful P2P live streaming applications, which

rely on data-driven mesh-pull overlay networks.

3.1. SopCast

The SopCast application maintains a large number of channels, each channel transmitting

live content over its own P2P overlay network. A list of live channels is available in the

application website and in the client application for public access. Moreover, we can also

create our own private live streaming channel, and publicize it only among a pre-defined set

of clients, thus effectively controlling the peers that join the live transmission.

2According to Google Trends (www.google.com/trends), SopCast received a larger number of searches

than other popular applications of its kind, such as PPLive and UUSee, from April 2011 to November 2012.
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SopCast has a P2P architecture based on a mesh-pull overlay network [29, 34, 35]. The

server generates the live content, splits it into data pieces (chunks), and starts the streaming

process. In pull-based networks, a peer explicitly requests each chunk it needs from one of

its partners to receive the live content. Peers are expected to respond to chunk requests

as soon as they receive them. In mesh-based networks, peers establish partnerships among

themselves without a clear hierarchy, as opposed to tree-based P2P architectures where

peers organize themselves into a tree with the data flowing from the root (server) to the

leaves [36].

In order to join a live streaming channel, a peer i registers itself at a centralized tracker,

which returns a subset of the peers that are currently active in the system as potential

partners of i3. Peer i tries to establish partnerships with a subset of these peers, and

successful attempts determine the initial set of partners of i.

While in the system, peer i periodically exchanges keep-alive messages with its partners.

If i detects that one of its partners has been silent for too long, i removes it from its list of

partners and tries to establish a new partnership with another peer previously informed by

the tracker. It may also contact the tracker to obtain a new list of potential partners.

Each peer i keeps a chunk map specifying the chunks it has in its local buffer. Missing

video chunks (i.e., not in the local buffer) need to be downloaded for smooth playback. Peers

periodically exchange chunk maps with their partners to disseminate chunk availability,

allowing peers to request chunks they still need to partners that have those chunks.

3.2. Data Collection

We perform a series of experiments running SopCast on PlanetLab [13]. We run SopCast

on each PlanetLab node, and collect all network packets it exchanges with its partners with

a 1-second timestamp granularity using Wireshark4. We merge packet traces from all nodes

to reconstruct the overlay network.

3In several P2P live applications, such as CoolStreaming and PPLive, a centralized server (e.g., the

tracker or a log server) periodically receives control messages from the active peers [4, 7].
4www.wireshark.org
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We choose to monitor a private channel to be able to control all peers and reconstruct a

complete view of the overlay network. Without control over all peers, e.g., when monitoring

a public channel, we would not be able to build a complete topology for the overlay nor

compute peer cooperation precisely.

PlanetLab nodes often are used to run multiple simultaneous experiments, and have vari-

able, heterogeneous CPU and bandwidth availability. We opt not to impose any additional

resource constraint on peers. As a result, peer cooperation is defined by resource availability

in PlanetLab nodes and SopCast’s protocol dynamics. We note that imposing bandwidth

constraints on the nodes could directly impact peer contribution. This would introduce an

extra factor to the study that could make the analysis of results more complicated. For

example, it would be harder to isolate the reasons behind the lack of cooperation of some

peers. Thus, we focus on peer cooperation dictated mostly by the protocol, and we leave

further analysis about the impact of peers’ bandwidth constraints for future work.

To build our private SopCast channel, we set up a server to encode and transmit a 60-

minute long 280 kbps video. We performed six streaming experiments in November 2011.

During each experiment, all peers join the SopCast channel at the same time, and remain

connected through an initial 5-minute warm-up period (which we later discarded from our

analysis).

After this warm-up period, each crawler mimics the behavior of real peers: they dynam-

ically leave and rejoin the channel, possibly multiple times (thus exhibiting churn). Peers

follow a behavioral model based on observations of real SopCast clients [37]. Specifically,

each peer behaves according to an on–off two-state model. Peers remain active, connected

to the channel and exchanging data, during on periods. Peers leave the channel and remain

idle, disconnected from their partners, during off periods. Peers alternate between on and

off periods throughout the experiment. Duration of on periods, expressed as percentages of

the total transmission duration, are modeled using a Weibull distribution5, with parameters

α = 2.032 and β = 0.233. Durations of off periods, also expressed as percentages of the

5Weibull: pX(x) = αβxβ−1e−αxβ

I(0,∞)(x).
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total transmission duration, are modeled using an exponential distribution,6 with parame-

ter λ = 0.054. We refer the reader to the original article for additional details on the peer

behavioral model [37].

We try to use as many peers as possible during our experiments: the number of peers

varied between 350 and 450 stable PlanetLab nodes7. We also check clock synchronization

among PlanetLab nodes, and use the ones whose time differences were below one second.

We focus on streaming data packets because data exchanges provide stronger evidence

of the level of cooperation of a peer. To identify data packets, we rely on previous studies

concluding that packet size is a good heuristic to determine if a network packet corresponds

to a data or control packet [1, 29, 35]. Only packets larger than 1300 bytes (packets with

large payloads) are considered as data packets, and thus included in our analyses. This

threshold was selected based on previous studies of SopCast [29, 35].

Once an experiment finishes, we download and merge log files from all peers to reconstruct

the complete overlay network. We discard the initial 5-minute warm-up phase and analyze

only data collected afterwards (i.e., during peer churn activity). We use packet timestamps

and source/destination IP addresses to build a sequence of snapshots that reconstruct the

SopCast overlay network over time. More precisely, we build consecutive network snapshots,

each one built from data collected during a pre-defined time window with duration W . The

value of W is empirically determined (see next section).

4. Measuring Peer Cooperation

In this section, we analyze peers’ cooperation level in SopCast. We define the cooperation

level of peer i at time window t, denoted by cl(t, i), as the ratio of the total upload to the

total download traffic the peer exchanged with its partners during that period. As previously

mentioned, we focus on the cooperation level induced by the SopCast P2P protocol8, and

6Exponential: pX(x)= λe−λx.
7The variation is mostly due to the lack of stability of PlanetLab machines during the experiments.
8The lack of cooperation caused by opportunistic peers that choose not to forward data to their partners

is not considered here.
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Figure 1: Cumulative Distributions of Measured cl Values as Functions of Time Window Duration W .

thus we impose no constraints on the bandwidth used by each peer, other than the resource

available at the PlanetLab machines.

We start by analyzing the impact of the time window duration W on the distribution of

peer cooperation level measured in our data sets. In practice, we want a value of W that is

neither too short, causing great variations at very short time scales, nor too long, missing

dynamic properties of peer behavior during the live transmission.

Figure 1 shows the cumulative distribution functions of the cooperation level (cl) of

peers during all time windows of all experiments for various values of W . Note that the x-

axis is presented in logarithmic scale. We consider values of W varying from 2 to 90 seconds.

Clearly, the differences among the distributions for W equal to 30, 60 and 90 seconds are

very small, if not negligible. The cl distribution for W equal to 2 seconds, instead, clearly

exhibits a different behavior, with a much larger fraction of the measured cl values being

very low, below 0.01.

Next, we analyze how the cl value of a peer varies during a live transmission as a

function of W . We do so by plotting, in Figure 2, the cumulative distribution functions of

the coefficient of variation (CV) (i.e., the ratio of the standard deviation to the mean) of

the cl values computed for each peer across all time windows of each experiment, for each

13



0 2 4 6 80.
0

0.
2

0.
4

0.
6

0.
8

1.
0

CV of Peer’s CL x

P
ro

b(
C

V
 <

=
 x

)

W = 2 sec.
W = 30 sec.
W = 60 sec.
W = 90 sec.

Figure 2: Distributions of Coefficients of Variation of Measured cl for a Given Peer During a Live Trans-

mission.

duration W . The figure shows that for a very short time window (W = 2) the measured cl

of a peer tends to vary much more widely than for the other durations considered. Moreover,

for W equal to 30, 60, and 90 seconds the distributions remain, once again, very close to

each other.

Throughout the rest of the paper, we disregard W equal to 2 seconds, as it leads to very

high variability at very short time scales, focusing on values of W greater than or equal to

30 seconds. Moreover, we take W equal to 60 seconds as representative scenario for further

analysis, since it offers a good trade-off between the number of time windows available for

analysis and the system dynamics captured.

Considering once again Figure 1, we note that, in general, there are two extreme peer

behaviors. There are a few very cooperative peers that upload much more than they down-

load, whereas there are many noncooperative peers that upload much less data than they

received from others. Indeed, the figure shows that 34% of all measured cl values are be-

low 0.1, which indicates very noncooperative peers that, despite downloading the complete

video, uploaded less than one-tenth of it to their partners. This clearly points towards a

very unbalanced load distribution among SopCast clients.

Considering that a peer is noncooperative when its cl value falls below 1, as in [38],
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Figure 1 shows that the SopCast network contains around 87% of noncooperative peers.

Even if we assume a stricter definition, where a peer is assumed to be noncooperative only

when its cl falls below 0.5 (or even below 0.2), the fraction of noncooperative peers is around

79% (or 56%). These values are quite large, indicating that, most likely, SopCast does not

implement any load balancing mechanism among peers, just like previously observed for

PPLive [7]. The lack of a load balancing mechanism is a concern because cooperative

peers (particularly very cooperative ones) may find themselves discouraged to participate

in the network due to the high bandwidth consumption. Moreover, the large presence of

noncooperative peers might lead to extra delays, stream interruptions, and ultimately system

collapse [7].

5. Cooperation Level and Centrality

In this section, we evaluate the potential use of topological properties of the streaming

overlay, specifically peer centrality, to predict a peer’s cooperation level in SopCast. Our

motivation is to investigate the potential of predicting a peer’s cooperation level without

relying on direct reports of upload and download rates, which can be artificially inflated by

malicious peers and/or require costly authentication methods or cross-checking operations

to guard against lying peers [7, 9].

We want to assess the accuracy of using centrality measures [11] of peer i during time

window t to predict its cl value in window t + k with k ≥ 1. This idea relies on two

key hypotheses: (1) a peer’s centrality is correlated with its cl, and (2) a peer’s centrality

remains roughly stable over consecutive windows.

We start by introducing in Section 5.1 our graph model of the P2P streaming overlay as

well as the centrality metrics analyzed. We then evaluate the aforementioned hypotheses in

Section 5.2.

5.1. Centrality Metrics

We model the P2P live streaming overlay topology as a set of directed graphs G =

{G(1),G(2), . . . ,G(t), . . . ,G(n)}, where G(t) is a snapshot of the overlay network during
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time window t, and n is the last window. Overlay snapshot G(t) captures the SopCast

overlay during W seconds, starting from time instant Wt up to W (t + 1). Each graph

G(t) is composed of a set of vertices V(t) and a set of directed edges E(t), i.e., G(t) =

(V(t), E(t)). The set V(t) contains all peers that sent or received at least one data packet in

the [Wt,W (t+ 1)) time interval, and E(t) contains an edge from vertex i to vertex j if and

only if i sent at least one data packet to j in that same interval.

We use three well-known graph centrality metrics to capture topological properties of

the overlay, namely, out-degree, out-closeness, and betweenness. Formally, these metrics are

defined as follows.

The out-degree of a peer i during time window t, denoted by d(t, i), is the number of

partners to which i uploaded media chunks during t. Let α(t, i, j) be a binary indicator that

represents a directed edge from peer i to j in E(t). Thus, d(t, i) is given by:

d(t, i) =
∑

i,j∈V(t),i 6=j

α(t, i, j). (1)

In [33], we considered relative out-degrees by normalizing them by the maximum out-

degree in the network so as to be able to compare results across different time windows and

experiments. However, we here find that performing this normalization is unnecessary, since,

as reported in [24] and later observed in our experiments, the average and maximum out-

degrees remain reasonably stable regardless of the number of peers in the network. Indeed,

our main conclusions remain unchanged. Thus, like in [29, 30], we here use absolute values

of out-degree to facilitate interpretation of the results.

The out-closeness of peer i during time window t, denoted by c(t, i), is the inverse of

the average shortest path length between i and all other peers in the network during t [11].

Let δ(t, i, j) be the length of the shortest path from peer i to peer j in G(t). If there is no

path from i to j in G(t), then set δ(t, i, j) = |V(t)|. We then compute the out-closeness of i

during t as:

c(t, i) =
(|V(t)| − 1)∑
j∈V(t) δ(t, i, j)

(2)

Note that out-closeness is a normalized metric: c(t, i) ∈ (0, 1] regardless of network size.
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Finally, the betweenness of peer i during time window t, denoted by b(t, i), is the fraction

of all shortest paths connecting pairs of peers in the network that pass through i [11]. Let

σ(t, j, k) be the number of shortest paths between nodes j and k in G(t), and σ(t, i, j, k) be

the number of those paths that pass through i. The betweenness of node i is computed as:

b(t, i) =

∑
i,j,k∈V(t),i 6=j 6=k σ(t, i, j, k)∑

j,k∈V(t),j 6=kσ(t, j, k)
(3)

We here use the traditional betweenness metric [11], that is, we disregard edge direction

to avoid inconsistencies that arise from asymmetric relationships. In particular, a peer that

uploads more than it downloads could be traversed by very few shortest paths, thus be-

coming unreachable from the majority of peers in the network, and having low betweenness.

Moreover, since betweenness values increase with the number of peers in the network, we use

normalized values, denoted by b(t, i), computed by dividing b(t, i) by the number of pairs of

vertices in the graph excluding i, which gives:

b(t, i) =
2b(t, i)

((|V(t)| − 1)(|V(t)| − 2))
(4)

Out-degree, the simplest metric considered, captures the local activity of a peer in the

network, that is, the number of partners to which it uploaded data chunks. Out-closeness

and betweenness are more complex metrics, and capture the position of a peer in the overlay

relative to the shortest paths to other peers. For instance, out-closeness might help identify

peers that spread data in the overlay quickly, whereas betweenness can help identify peers

that connect many peers in the network through their shortest paths and might have a high

data flow through them [26] (e.g., bridges or gate keepers). Our goal is to assess whether

peer position in the overlay structure—as captured by betweenness and out-closeness—is an

important factor to determine peer cooperation level.

5.2. Relationship Between Centrality and Cooperation Level in SopCast

Two hypotheses are key to support our proposed method: (1) a peer’s centrality is cor-

related with its cl value, and (2) a peer’s centrality remains roughly stable over consecutive

windows. We now assess whether these hypotheses are valid in our data set.
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Starting with the first hypothesis, we quantify the correlation between each centrality

metric and a peer’s cooperation level for each time window of each experiment. We do so by

using the Spearman correlation coefficient, which is a non-parametric measure of statistical

dependence [39]. Figure 3 shows the distributions of the Spearman coefficients over all time

windows for all experiments. Note that correlation is strictly positive and usually larger

than 0.5 for all three metrics, which implies that all of them may be useful for estimating

cooperation levels. However, clearly, out-degree has the strongest correlations among the

three metrics, with correlation coefficients above 0.8 in the vast majority of snapshots. Out-

closeness is the second best metric, whereas betweenness clearly has the weakest correlations.
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Figure 3: Cumulative Distributions of Spearman Correlation Between Centrality Metrics and Cooperation

Level (W = 60 seconds).

We conclude that the position of a peer in the SopCast overlay, as captured by out-

closeness and betweenness, provides less useful information about a peer’s cooperation level

than its local activity, as captured by the out-degree. We conjecture this happens because

data does not necessarily flow through shortest paths in the P2P streaming overlay, although

this conjecture should be further investigated in the future. Thus, we here focus only on

out-degree to estimate (and predict) peer cooperation level, as it is the most promising

metric.

To further motivate the use of out-degree to predict peer cooperation level, as discussed in
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Figure 4: Cumulative Distributions of Peer Out-Degree for Noncooperative (cl < 1), Cooperative (1 ≤

cl < 10) and Very Cooperative (cl ≥ 10) Peers (W = 60 seconds).

the next section, we assess how well this metric can distinguish peers into different categories,

defined in terms of their cooperation levels. To that end, we consider a peer as noncooperative

when its measured cooperation level is less than 1 (cl < 1); cooperative when its measured

cooperation level is between 1 and 10 (1 ≤ cl < 10); and very cooperative when its measured

cooperation level is larger than 10 (cl ≥ 10).

Figure 4 shows the distributions of out-degree for noncooperative, cooperative and very

cooperative peers, computed over all peers, time windows and experiments. Clearly the three

curves are very far from each other, supporting the intuition that out-degree can distinguish

peers into different categories of cooperation level. However, note that our interest here

goes far beyond classifying peers into these categories. Our intention is to predict the

cooperation level value (i.e., a real number) of a peer in the near future, so as to support

tasks that ultimately require ranking peers according to their cooperation level (e.g., to give

incentives, rewards or penalties).

To achieve this goal, we need to validate our second hypothesis in our data set, that is,

we need to show that a peer’s out-degree remains reasonably stable during short periods of

time, and thus out-degrees measured in the recent past are still strongly related to the peers’

cooperation levels in the near future. To that end, we analyze whether a peer’s out-degree
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Figure 5: Cumulative Distributions of Differences in Peer Out-Degree for Windows t and t + k (W = 60

seconds).

tends to remain stable over successive time windows. We do so by computing the absolute

difference between each peer’s out-degree in windows t and t+k, that is |d(t+k, i)−d(t, i)|,

for positive k. Figure 5 shows the distributions of such differences for various values of

k. The more the curve is to the left, the smaller the differences tend to be, which means

that out-degrees have smaller variations between two windows separated by an interval of k

minutes. Note that out-degrees remain reasonably stable for small values of k (e.g., k ≤ 4).

For instance, for 80% of the peers analyzed over pairs of windows that are four minutes

apart from each other (k = 4), the difference in the out-degree is less than five. Thus, a

peer’s out-degree remains reasonably stable at least across one successive time window.

Coming back to the two hypotheses we presented at the beginning of this section, we

observe that: (1) the centrality of a peer, in particular its out-degree, has a strong positive

correlation with its cooperation level, and (2) a peer’s out-degree remains reasonably stable

over consecutive windows. Given these observations, we use the out-degree as input for

models to predict a peer’s cooperation level9, as discussed in the next section.

9We also tested whether any causality relationship exists between peer out-degree and cooperation level

applying the Granger causality test [40]. However, for the vast majority of the peers (over 80%), we found

no clear causality relationship from either out-degree to cooperation level or cooperation level to out-degree.
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6. Predicting a Peer’s Cooperation Level

We now propose and evaluate models to predict a peer’s cooperation level in the near

future as a function of its out-degree measured in the recent past. We focus on prediction

models based on out-degree because it is the most promising among the considered centrality

metrics, as analyzed in Section 5. We start by introducing alternative prediction models in

Section 6.1. Next, in Section 6.2, we present our methodology to evaluate the proposed

models. We evaluate the accuracy of our models in Section 6.3, and assess the frequency at

which model retraining is necessary in Section 6.4.
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Figure 6: Relationship between Out-Degree and Cooperation Level in Representative Time Windows (W =

60 seconds).

6.1. Prediction Models

Before proposing our prediction models, we performed a visual inspection of the data

being studied, as recommended by [41]. We inspected several scatter plots of out-degree

versus cooperation level of peers at different time windows. Figure 6 shows scatter plots for

This indicates that, even though there is a strong association between out-degree and cooperation level,

which can be exploited for prediction (as we do here), we cannot claim any variable causes the other as both

may be caused by a third (unknown) factor (or factor combination), which is external to our scope (e.g.,

some component of the SopCast protocol).
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two successive time windows, collected during one experiment, which are representative of

all scatter plots analyzed.

The graphs show that the relationship between out-degree and cooperation level is non-

linear, and that it remains reasonably stable in consecutive time windows. Even though the

strong correlation between out-degree and cooperation level shown in Figure 3 is somewhat

expected, it might not be as obvious at first that their relationship is non-linear.

Given the relationship shown in Figure 6, we propose and evaluate polynomial and

exponential regression models to predict the cooperation level ĉl(t+ k, i) of peer i at time

window t+ k as follows:

ĉl(t+ k, i) =
m∑

j=0

ajd
j(t, i), 1 ≤ m ≤ 6, (5)

ĉl(t+ k, i) = a0 + a1d(t, i) + a2e
d(t,i), (6)

where d(t, i) is the out-degree of peer i in time window t.

We compute parameters aj by minimizing the sum of squared residual errors, as this

reduces the average prediction error and is typical of regression-based prediction strate-

gies [41]. Given a sample of measured peer cooperation level and out-degree for all peers in

the overlay, we determine model parameters so as to minimize:

|V(t)|∑

i=1

e(t, i)2, (7)

where e(t, i) = ĉl(t, i)− cl(t, i) is the prediction error for peer i in snapshot t.

We here exploit regression techniques to build our prediction models. Other supervised

matching learning algorithms, such as Support Vector Machine and Support Vector Regres-

sion [42] as well as neural networks [43], could also be employed. We leave to future work

a comparison of the cost-effectiveness of these alternative methods to the task of predicting

peer cooperation level as well as related tasks (e.g., classifying peers into categories based

on predicted cooperation level).
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Figure 7: Evaluation Methodology in Successive Time Windows: Model Training (T), Out-Degree Collection

(C), Prediction Evaluation (E).

6.2. Evaluation Methodology

We evaluate the prediction models in successive time windows as follows. We compute

model parameters aj using peer out-degrees and cooperation levels observed in the past. We

then apply the model using as input the peer’s observed out-degree in the present to predict

its cooperation level in the future. Unless otherwise noted, we compute aj using out-degrees

and cooperation values observed in the previous time window t− 1, apply the model in the

current time window t, and predict peer cooperation level in the following window t + 1.

Our model, however, can also be trained with data from windows prior to t− 1 and predict

cooperation level in windows after t+ 1.

We set negative predictions to zero as negative cooperation levels do not make sense in

practice, but can be produced by our mathematical models. We evaluate model accuracy by

comparing the predicted cooperation level for a peer i at time window t with the observed

cooperation level of i at that time interval. We quantify prediction accuracy using the

absolute prediction error e(t, i) = ĉl(t, i)− cl(t, i).

Figure 7 illustrates the three steps of our evaluation methodology in successive time

windows. Model parameters are computed during the training stage (T) using out-degree

and cooperation levels collected during that period; the model is applied using out-degrees

measured during the collecting stage (C); and prediction accuracy is evaluated by comparing

predicted and measured cooperation levels during the evaluation stage (E). Unless otherwise

noted, this process is repeated continuously from the first to the last time window of each

experiment, always shifting one window to the right at a time.

We note, however, that our model does not need to be retrained again at each time
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window, as we further discuss in Section 6.4. We also note that, for efficiency reasons, the

training can be done with samples of out-degrees and cooperation levels of only a subset of

all peers in the overlay, although such approach might impact model accuracy. Similarly,

the models can be applied to and evaluated for only a subset of peers. We here train and

evaluate our models with data collected from all peers in the overlay, leaving to future work

an investigation of the cost-effectiveness of alternative peer sampling strategies.

We evaluate the results by analyzing the distribution of absolute prediction errors. To

improve presentation, we group prediction errors into three categories according to the

measured cooperation level of peers: noncooperative peers (cl < 1), cooperative peers

(1 < cl ≤ 10) and very cooperative peers (cl ≥ 10). We choose the range of each category

empirically, based on the wide range of measured cooperation levels shown in Figure 1.

Note that although cooperative and very cooperative categories represent smaller fractions

of peers in the network, they provide more bandwidth resources to the system. Thus, we

are interested in evaluating our models separately for each of these three categories.

6.3. Model Accuracy

We now evaluate our prediction models using the methodology presented in the previous

section. We first evaluate the polynomial models, and then compare the best polynomial

model and the exponential model.

Figure 8 shows the cumulative distributions of prediction errors for our polynomial mod-

els in Equation 5. We omit quintic and higher order models because they are quantitatively

very similar to the quartic model. As expected, given Figure 6, the linear model has a

very poor accuracy as its error distribution tends to values much farther from zero. Thus,

we focus our analysis on non-linear models. Figure 8(a) shows prediction errors for non-

cooperative peers. The quadratic model underestimates the cooperation level more, as its

curve grows faster for negative errors, compared to the other two models. In contrast, the

curve of the cubic model grows a bit slower for positive errors, such that it overestimates

predictions more often than the quartic model. For cooperative peers, Figure 8(b) shows

that the quadratic model notably tends to overestimate predictions, whereas the cubic and
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Figure 8: Cumulative Dist. of Prediction Errors for Polynomial Models (W = 60 s).

the quartic models have similar accuracy. For very cooperative peers, instead, all non-linear

models have very similar accuracy, as shown in Figure 8(c). Thus, we here choose the quartic

model as the most accurate polynomial model as its prediction errors are the closest to zero

for all three categories.

We now compare our best polynomial model and the exponential model. Figures 9(a) and

9(c) show that the distributions of errors for the exponential model are clearly farther from

zero than for the quartic one, for noncooperative and very cooperative peers, respectively.

Moreover, Figure 9(b) shows that the errors of the quartic model for cooperative peers are

25



−1.0 −0.5 0.0 0.5 1.00.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Absolute Prediction Error x

P
ro

b(
E

rr
or

 <
=

 x
)

Exponential
Quartic

(a) Noncooperative Peers (cl < 1)

−10 −5 0 5 100.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Absolute Prediction Error x

P
ro

b(
E

rr
or

 <
=

 x
)

Exponential
Quartic

(b) Cooperative Peers (1 ≤ cl < 10)

−30 −20 −10 0 10 20 300.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Absolute Prediction Error x

P
ro

b(
E

rr
or

 <
=

 x
)

Exponential
Quartic

(c) Very Cooperative Peers (cl ≥ 10)

Figure 9: Cumulative Dist. of Prediction Errors for Best Polynomial and Exponential Models (W = 60 s).

more concentrated around zero: about 68% of its errors fall within ±2. In contrast, only

62% of the predictions made with the exponential model have errors in this range. Thus,

the quartic model provides the most accurate predictions once again.

Through the rest of this paper, we focus our analysis on our best-performing model, the

quartic model. We note that the intercept a0 is statistically equivalent to zero and does not

contribute to model accuracy. This is intuitive, as peer cooperation is zero when it has no

partnerships (i.e., when its out-degree is zero). Thus, the final model used is given by:
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ĉl(t+ 1, i) =
4∑

j=1

ajd
j(t, i). (8)

We further analyze the accuracy of the quartic model by showing, in Figure 10, a scatter

plot of the measured and predicted cooperation level for all peers and time windows. The

trend towards linearity is clear: a Pearson correlation coefficient [41] of 0.88 indicates strong

correlation. This shows that, despite errors, most predictions are reasonably accurate.
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Figure 10: Predicted versus Observed Cooperation Levels (Quartic Model, W = 60 seconds).

To summarize these results, we note that our quartic model is able to identify most

cases of non-cooperation. Indeed, across all time windows in all experiments, 95% of the

noncooperative peers (cl < 1) are correctly identified, whereas the predictions for the

remaining cases put them into the (neighboring) cooperative category. Considering very

cooperative peers, 82.5% of the predictions fall into the expected range (i.e., cl ≥ 10), and

the vast majority of the mispredictions (about 17%) fall within the range of cl values of 1

to 10 (i.e., cooperative category). The identification of peers in the intermediate category

(i.e., cooperative peers with 1 ≤ cl < 10) is harder because most peers in this category

have cooperation level close to 1, and, thus, a small prediction error can cause a peer to be

misclassified as noncooperative. Despite that, our model is still able to correctly identify

71% of the cooperative peers.
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We note that this categorization of peers into non-cooperative, cooperative and very

cooperative has the sole purpose of facilitating presentation of our main results and insights.

Our present goal is not to predict the correct category of a peer but, most importantly, to

predict, with reasonable accuracy, the value of its cooperation level. Such predictions allow

us to rank peers based on their (predicted) cooperation levels, thus, distinguishing between

peers in the same category. Therefore, we here focus our analysis and our decision of the

best model—the quartic model—primarily on the distributions of prediction errors shown

in Figures 8 and 9, rather than on the classification errors. This is in contrast with our

previous work [33], where we opted for the quadratic model based on the average fractions

of correctly identified peers in the noncooperative and very cooperative categories, which

are slightly larger, on average, for the quadratic model.

6.4. Model Training

In the previous section, we discussed the accuracy of the regression model when param-

eters aj are computed using the observed values of out-degree and cooperation levels during

the previous time window t− 1. We now consider the case where the model parameters are

computed (training stage) using data collected at window t, and applied at window t + k

to predict cooperation levels at window t + k + 1, for values of k greater than 1. Our goal

is to analyze the sensitivity of the model to the frequency at which it is trained, where k

defines the number of time windows between two consecutive model trainings. Note that we

still observe out-degrees at each window and use them to predict cooperation levels for the

following window.

Figure 11 shows the distributions of prediction errors over all peers and time windows for

various values of k, assuming a window duration of 1 minute (W = 60 seconds). The impact

of k on the errors is barely noticeable for noncooperative and cooperative peers, as shown in

Figures 11(a) and 11(b), respectively. This implies that model parameters can be computed

once and applied for the following 32 minutes, at least, for these two categories. The model

is slightly more sensitive to long periods between successive trainings when predicting the

cooperation level of very cooperative peers (Figure 11(c)). For this category, the errors
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Figure 11: Cumulative Dist. of Prediction Errors as Function of Number of Windows k Between Consecutive

Model Trainings (W = 60 s).

increase for k ≥ 16. This is because very cooperative peers have more dynamic partnerships

and experience frequent changes in their out-degrees. We conjecture that such changes might

be due to the policy, adopted by many current applications, of peers randomly selecting new

neighbors every so often [9, 34]. Chances are that a peer that loses some of its partners ends

up creating new partnerships with such very cooperative peers, as they are more willing to

accept them. However, even for very cooperative peers, the impact on model accuracy of

increasing k to up to 16 is small and might be acceptable.
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7. Practical Considerations

Our results in the previous section indicate that a peer’s out-degree may be used to pre-

dict its cooperation level with reasonable accuracy. We now address two factors that impact

its practical deployability, namely, the processing and bandwidth overhead introduced into

the system, and its robustness to malicious peers.

7.1. Practical Deployability

To train and apply our model, a central participant must collect each peer’s out-degree

and cooperation level. This could be performed by the tracker which, in many current P2P

systems such as PPLive [7], already receives periodic control messages from all peers. For

example, CoolStreaming deploys a dedicated log server to collect updates on peer part-

nerships [4]. We also observed in our SopCast experiments that peers exchange control

messages with the tracker at least once every 2 minutes. We did not attempt to decode

the information carried in these messages, as it would require reversing to reverse engineer

the proprietary SopCast protocol, which is out of the present scope. Nevertheless, even

if such control messages do not already carry the list of current partnerships of the peer,

this information could be piggybacked to them. More generally, knowledge of the overlay

topology should be of interest to system administrators, who are often concerned about the

traffic between peers, and thus deploy monitoring mechanisms in their systems.

Piggybacking out-degree information to messages that are sent to a tracker would incur

small bandwidth overhead as peers usually have only a few tens of partners [1]. For example,

the number of simultaneous partnerships (the sum of in- and out-degrees) in our SopCast

experiments is 15.65, on average. Each such partnership can be represented in only 4 bytes

(e.g., the IPv4 address or a system-level identifier of the peer). For the sake of illustration,

if we take the average number of partnerships observed in our experiments and consider a

scenario with 10,000 peers in the network informing their partners to the tracker every 2

minutes, the aggregate bandwidth overhead at the network and especially at the tracker

would be only 5 KB/s, on average.
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The other input required to train our model is each peer’s cooperation level. The peer

itself can send this information to the tracker, at the cost of extra 4 bytes per peer. As

shown in Section 6.4, peers may upload cooperation level at longer intervals, e.g., every 16

or 32 minutes, without significant impact on accuracy. Less frequent transmissions of coop-

eration levels reduce the CPU and bandwidth overheads associated with model application.

Training the prediction model at the tracker requires few computational resources. The

most intensive task is the computation of model parameters aj, but regression algorithms

are very efficient [41]. Indeed, using the implementation available in GNU R10, we were able

to train our model for one million peers in about 3 seconds in a 2.83 GHz dual core CPU

with 8 GB of RAM.

7.2. Robustness against Malicious Peers

In this section, we address security aspects that may impact the robustness of predictions

obtained with our model against malicious peers. In particular, we focus on malicious

peers that report false partnerships to increase their out-degrees, aiming at increasing their

predicted cooperation levels (cl). Our goal is to discuss strategies that could be adopted

to detect suspicious peers that behave this way. These suspicious peers can then be more

closely monitored, as in [44], so as to distinguish between those that really acted maliciously

from possible false positives. We start by considering the case of a malicious peer acting

independently, and then discuss the more challenging scenario where multiple peers collude

to defeat our proposed technique and raise their predicted cl values.

A malicious peer may lie about its partnerships by, for example, falsely reporting that

it uploaded data to old partners or to other peers it has discovered in the P2P overlay. We

may avoid such behavior by checking if partnerships are reported by both communicating

peers when reconstructing the overlay. IF both ends do not confirm a reported partnership,

the peer that reported it might be considered suspicious. However, malicious peers may be

interested not only in increasing their out-degrees but also in launching an attack against

legitimate peers, denying existing partnerships and thus raising suspicion about legitimate

10http://www.r-project.org/.
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peers’ correct out-degrees. In both cases, we can identify the lying peer by adopting the

credibility score proposed in [45] jointly with a reputation system, such as the one proposed

in [44]. The information provided by the peer with higher credibility would then be taken

as truth. A more sophisticated approach is to use cryptographically-signed messages, like

in Contracts [7], to allow an honest peer to prove its reported partnerships.

One disadvantage of authentication mechanisms is the increase in computational costs.

In the centralized version of Contracts, for example, a central participant (e.g., the tracker)

processes a large volume of cryptographic receipts from all peers in the network. For example,

considering that a peer reports at least one receipt for each partner to which it uploaded data

(i.e., peers contributing to its out-degree) in one minute, and taking an average out-degree

equal to 8.21, as observed in our SopCast experiments, the tracker would have to process

around 80000 receipts per minute in a network with 10000 peers.

To reduce overhead, we suggest that the tracker tries to infer the authenticity of the

out-degree collected from each peer by first checking whether partnership reports are bidi-

rectional, instead of collecting cryptographic receipts for each sequence of packets exchanged,

as originally proposed by Contracts. Thus, cryptographic receipts would be requested only

to audit lying or omissive peers.

A more challenging scenario is that of a group of malicious peers that collude to lie about

their partnerships. For instance, peers may report false partnerships among themselves, such

that the system cannot detect this attack by verifying the partnerships, as both lying peers

confirm them. Note that neither authentication mechanisms [7] nor reputation systems [44]

can improve defense against this attack either, as malicious peers can exchange cryptographic

receipts with each other and/or assign each other high reputation scores. We consider first

the case where all colluding peers want to benefit from the attack by reporting (false) mutual

partnerships and thus artificially inflating their reported out-degrees. In this case, we claim

that we can detect suspicious peers by analyzing their out-degrees and clustering levels.

We quantify the clustering level of a set of peers using the local transitivity of a peer, as

captured by its local clustering coefficient [46]. The clustering coefficient of a node i in a given

graph measures the probability that neighbors of i in the graph are neighbors themselves.
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Since our graph model is directed, we count both directions of an edge separately. Moreover,

we define the neighborhood of a peer i at time window t, N(t, i), as the set of peers to which

i uploaded data during t11. The clustering coefficient τ(t, i) of a peer i in time window t

measures the probability that peer j in N(t, i) uploaded data to peer k also in N(t, i) during

t. Let u be the number of existing uploads between peers in N(t, i) (i.e., the number of

edges between nodes in N(t, i)), and recall that the number of nodes in N(t, i) is equal to

the out-degree of i in t, d(t, i). Thus, the clustering coefficient of i is computed as:

τ(t, i) =
u

d(t, i)(d(t, i)− 1)
, (9)

where the denominator expresses the maximum number of edges between peers in N(t, i).
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Figure 12: Median and 95th Percentile Clustering Coefficient for Peers with Various Out-Degrees.

Before introducing our strategy to detect suspicious peers, we analyze the relationship

between out-degree and clustering coefficient for SopCast peers. Figure 12 shows the median

and the 95th percentile of clustering coefficients as functions of out-degree, computed for all

peers, time windows, and experiments. We observe that a peer’s clustering coefficient tends

to decrease as its out-degree increases. This is intuitive, as a peer with large out-degree is a

good data provider (e.g., a very cooperative peer). Thus, we could expect that its partners

11We here consider only the peers to which i uploaded data as these are the ones that contribute to i’s

out-degree.
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would establish partnerships to redistribute the received data with other peers, instead of

exchanging the received data among themselves.

Motivated by these results, we propose a simple approach to label peers as suspect of

colluding to increase their out-degrees. Note first that by reporting false partnerships among

themselves, these peers indirectly also raise their clustering coefficients. Thus, the main idea

is to consider as suspect peers those that have clustering coefficients larger than what should

be expected given their reported out-degrees. More specifically, our proposed approach takes

as input a set of reference distributions of valid clustering coefficients for different ranges of

out-degrees. These distributions should be computed offline, in controlled experiments with

the real system (i.e., SopCast) and only legitimate peers. As an example, Figure 13 shows

cumulative distributions of clustering coefficient in SopCast for five out-degree ranges. Note,

once again, that the distributions are biased towards smaller values for larger out-degrees.
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Figure 13: Cumulative Distributions of Clustering Coefficient for Peers with Out-Degrees in Different

Ranges.

In addition to these reference distributions, the proposed approach also takes as input a

confidence level θ at which the detection of suspicious peers should be performed. It works

as follows. Given a peer i with out-degree d(t, i) and clustering coefficient τ(t, i) at time

window t, we analyze the reference distribution for the out-degree range that contains d(t, i)

to determine a threshold τm such that the probability of a peer clustering coefficient being
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at most τm is θ, i.e., Prob(τ(t, i) ≤ τm) = θ. A peer with out-degree into a specific range

and clustering coefficient above the computed τm is then considered suspect of collusion,

with confidence θ.

As an example, consider a peer with out-degree 15 and clustering coefficient 0.3. If

we establish a target confidence of 99% (θ = 0.99) and use the distribution of clustering

coefficients for peers with degrees between 11 and 20, shown in Figure 13, we would set

τm = 0.2. Thus, we would consider the aforementioned peer as suspect12.

Peers considered suspicious of collusion should then be closely monitored. For exam-

ple, the tracker could monitor their partnerships over time to check whether they remain

fixed. As reported in a previous analysis of the dynamic properties of the SopCast overlay

network [25], (legitimate) SopCast peers often exchange a large fraction of their partners,

despite keeping a reasonably stable number of partnerships over time. Thus, one approach

would be to analyze the history of partnerships of a suspicious peer to identify those that are

biased to the same set of partners. Additionally, the tracker could test a group of peers for

a possible collusion by offering partnerships with suspect peers and their neighbors to other

peers (e.g., new peers in the system). Malicious peers would deny partnerships with many

legitimate peers. After that, the clustering coefficient of suspect peers should be monitored

to assess whether it remains above τm or not. This monitoring could be performed directly

by the tracker or using a reputation system and monitoring infrastructure, as proposed in

[44]13. In the latter, the idea is that the reputation of suspect peers should decrease as their

clustering coefficient remains above τm in successive time windows. Ultimately, if a peer’s

reputation falls below a given threshold, the system may classify the peer as malicious and

apply appropriate measures (e.g., apply penalties, ban it from the system, etc).

The proposed approach discourages malicious peers to establish false partnerships among

12Since the suspect peer may have established some valid partnerships with legitimate peers, we choose

not to consider all other peers in its neighborhood as suspicious automatically. Instead, we label only peers

with local clustering coefficients above τm as suspect.
13Being a local metric, the clustering coefficient can be computed in a distributed monitoring infrastruc-

ture, such as the one proposed in [44].
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themselves to increase their out-degrees, since, by doing so, their clustering coefficients may

increase above τm. For instance, given a confidence θ = 0.99, if a malicious peer i colludes

with 10 other peers to increase its out-degree (i.e., d(t, i) = 10), its clustering coefficient

should not exceed τm = 0.5. In other words, peer i’s partners cannot establish more than

50% of the possible partnerships among them, i.e., 45 partnerships. If, instead, the malicious

peer colludes with 30 other peers to have an out-degree that large, its clustering coefficient

should not exceed τm = 0.12, implying that its partners should not establish more than 12%

of all possible partnerships among them (i.e., 104 partnerships). This restricts the number

of peers in the collusion that can obtain large out-degree and thus have their predicted

cooperation levels raised. In the first example above, only 4 out of the 10 other peers in the

collusion can have an out-degree as large as 10. In the second example, less than 13% of the

participants of the collusion (i.e., 4 out of 31 peers) can report an out-degree equal to 30

without the collusion being detected. We believe that malicious peers have less motivation

to articulate such collusion as only a smaller number of them can benefit significantly from

the attack.

Nevertheless, we may envision a scenario where only a few of the peers in the collusion

want to benefit from the attack, whereas the others are participating only to favor the

former and thus do not intend to report large out-degrees. For example, a malicious user

could plan a Sybil attack [47] by launching multiple peers acting jointly to favor only one

or a few of them. This scenario is much harder to detect. One approach would be to

reduce the value of θ. By reducing the confidence θ, and thus threshold τm, we are able

to detect collusion attacks where only some of the peers report large out-degrees and have

low clustering coefficients. However, this comes at the expense of raising suspicion over

legitimate peers more often (false positives). Thus, the value of θ should be tuned to find

the best trade-off between high collusion detection rate and low false positive rate.

Another approach would be to monitor the partnerships of suspicious peers over time,

as previously mentioned. Peers that have the same set of partners very often are considered

suspicious, as proposed in [9]. Yet another approach would be to restrict peer partnership

selection, as performed in FlightPath [3]. Although both approaches help fight collusion,
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they limit the number of possible partnerships, which may ultimately impact system perfor-

mance. In the specific case of a Sybil attack, one strategy would be to use CAPTCHA [48]

together with durable identifiers (i.e., cell number via SMS, as proposed in [7]) to limit the

creation of such identities.

We do not claim that we have covered all possible scenarios of colluding peers. Indeed,

collusion remains a challenge to P2P systems [49, 50], particularly when malicious peers

act strategically to defeat the system. For example, elaborate attacks where malicious

peers use information about the prediction model to benefit from it can be very difficult

detect. Luckily such attacks have been shown to be rare [51]. Thus, one strategy would

be to combine our low-overhead prediction model with more sophisticated (but also more

costly) techniques that may capture such attacks [3, 7, 9, 48]. In order to minimize the high

processing and bandwidth overheads associated with such techniques, we could continuously

apply our prediction model, and only trigger those techniques with lower frequency, or in a

sample of the peers, or even only when the system starts exhibiting poor performance.

Finally, our intention in this section was to discuss possible strategies that could be

adopted to make our approach more robust to such malicious peers. A detailed design and

evaluation of these strategies as well as extensions of our method to scenarios with sybil and

strategic malicious peers are left for future work.

8. Conclusions and Future Work

We investigated the correlation between a peer’s cooperation level (cl) and its cen-

trality in the overlay network of the SopCast P2P live streaming application. Using data

collected from SopCast, we first showed that three centrality metrics, namely out-degree,

out-closeness, and betweenness, are positively correlated with cl, and that, out of these

three metrics, out-degree has the strongest correlation. We then proposed non-linear re-

gression models that use measures of peer’s out-degree in the recent past to predict its cl

value in the near future. Our best model, a quartic model, produces reasonably accurate

estimates in most cases, being able to correctly identify 95% of the noncooperative peers,

71% of the cooperative peers and 82% of the very cooperative peers.
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Our model can be applied jointly with existing techniques to drive incentive mechanisms

that rely on such predictions of cooperation level. Moreover, the predictor variable used by

our model, i.e., out-degree, is simple to compute and verify from the overlay. Additionally,

we discussed strategies to detect potentially malicious peers that try to defeat our proposed

technique. In particular, we presented an approach that uses the local clustering coefficient

to identify peers that are suspicious of colluding to inflate their out-degrees and game our

prediction models.

Future research directions include extending our models to include new predictor vari-

ables, aiming at further improving its accuracy. For example, we intend to experiment

with models that jointly use multiple centrality metrics as input, such as out-degree and

out-closeness. We also intend to exploit the betweenness centrality computed from random

walks, which has been indicated for scenarios where information does not spread only over

the shortest paths [52], which might be the case of P2P live streaming systems. Concerning

deployability of our approach, we plan to analyze models trained with approximate inputs

(e.g., partial network knowledge), which would enable a P2P system to apply the model in

a decentralized manner.

Recall that our crawling methodology and prediction models were designed and evaluated

considering the peer cooperation dictated by the SopCast’s protocol dynamics. Although our

experiments revealed very heterogeneous peers’ cooperation levels (as shown in Section 4), we

are also interested in evaluating the impact of peers’ bandwidth limitation on the accuracy

of our prediction models. To accomplish that, we intend to set up simulations where we can

limit the bandwidth of peers according to distributions measured in wild P2P live streaming

swarms [4, 53]. Moreover, our prediction models may be applicable to other similar P2P live

streaming protocols. For example, TVAnts and PPLive have distributions of packet size,

peer upload rate, and peer download rate that are similar to the corresponding distributions

in SopCast [54]. All three systems seem to apply a random peer selection policy [55, 56].

Thus, investigating the use of our prediction models in other similar P2P live systems is

another avenue we intend to pursue. Finally, designing models to predict the amount of

time a peer takes to download a chunk is another interesting direction to pursue, as this
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metric is also important for the quality of experience perceived by the end user.
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