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Abstract Despite the large number of works devoted to
understand P2P live streaming applications, most of them
put forth so far rely on characterizing the static view of
these systems. In this work, we characterize the SopCast,
one of the most important P2P live streaming applications.
We focus on its dynamics behavior as well as on the commu-
nity formation phenomena. Our results show that SopCast
presents a low overlay topology diameter and low end-
to-end shortest path. In fact, diameter is smaller than 6
hops in almost 90 % of the observation time. More than
96 % of peers’ end-to-end connections present only 3 hops.
These values combined may lead to low latencies and a fast
streaming diffusion. Second, we show that communities in
SopCast are well defined by the streaming data exchange
process. Moreover, the SopCast protocol does not group
peers according to their Autonomous System. In fact, the
probability that a community contains 50 % of its members
belonging to the same AS (when we observe the largest
AS of our experiments) is lower then 10 %. Peers exchange
more data with partners belonging to the same community
instead of peers inside the same AS. For the largest AS
we have, less than 18 % of peer traffic has been exchanged
with another AS partners. Finally, our analysis provides
important information to support the future design of more
efficient P2P live streaming systems and new protocols that
exploit communities’ relationships.
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1 Introduction

Live streaming media applications are becoming more pop-
ular each day. Indeed, some important TV channels already
broadcast their live content on the Internet. In such sce-
nario, Peer-to-Peer (P2P) applications are very attractive
as platforms to distribute live content to large client pop-
ulations at low costs. In such systems, peers exchange the
live streaming content, generating a large amount of data.
Moreover, as consequence of these systems popularity, we
note an increasing amount in the network traffic. It is not
surprising that the data volume produced by the live stream-
ing media impacts the overall network performance. For
instance, in 2012, PPStream,1 a popular P2P live stream-
ing system, accounted 1.65 % of US fixed clients upstream
traffic. Just for comparison, in this environment, YouTube
was responsible for 2.7 % and Facebook for 1.62 % of all
upstream traffic[20]. PPLive and SopCast,2 which are pop-
ular P2P live streaming system, have reportedly reached the
mark of 100 thousand simultaneous clients[15].

As a natural consequence, the characterization of these
systems has become a very important task. However, char-
acterizing and modeling P2P live streaming systems is a
challenging task [11] mainly because the majority of these
applications have private protocols. Moreover, in these sys-
tems, client behavior and application system information are

1http://www.pps.tv/en/
2www.pplive.com and www.sopcast.com
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vital to the business model. As expected, these informations
are stored in tracking servers which are not available for
public use, not even for research purposes.

A large number of previous studies address the under-
standing of P2P live streaming applications. However, the
large majority of thes works relies on characterizing the
static view of these systems [3, 5, 7, 11, 21, 25, 28], neglect-
ing the P2P system dynamics and its evolving process.

In this context, this article provides a detailed characteri-
zation of how a popular P2P live streaming system typically
behaves during a live session. Aiming at extending the
knowledge provided by previous studies, our characteriza-
tion addresses several aspects of P2P system characteristics,
including peer dynamic patterns and communities forma-
tion. Understanding how peers change their partnerships can
drive future P2P system designs and optimizations. Further-
more, the analysis of communities’ formation process may
help on building smart overlay topologies. For instance, we
can design P2P systems that take into account geographic
locality to minimize the traffic exchange between different
Autonomous Systems (AS). Introducing some intelligence
on building the overlay topology may decrease the amount
of money spent for exchanging data among different parts
of the network as well as the latency perceived by the final
users.

Our characterization relies on a set of traffic logs col-
lected from SopCast, one of the most popular P2P live
streaming systems.3 We have used 340 crawlers in the Plan-
etLab network [4] to collect the logs and to rebuild the
SopCast overlay. In this work, we investigate private Sop-
Cast channels given that our focus is on understanding the
application itself. In other words, we want to avoid neg-
ative externalities, such as malicious peers. Furthermore,
logs from private SopCast channels provide a full overview
of the application topology, which is essential for a better
characterization of SopCast dynamics.

In this paper, we contribute to the understanding an inves-
tigation of 3 distinct SopCast characteristics: the application
overlay pattern, the communities’ formation process and the
data traffic pattern. Our main contributions are:

– We first capture the SopCast overlay characteristics.
Our results show that SopCast overlay diameter and
shortest path have small values when compared to its
network size. With hundreds of peers, network diame-
ter is smaller than 6 in almost 90 % of the observation
time. Considering the shortest path size, 96 % of peers’
end-to-end connections present only 3 hops. Low values

3According to Google Trends, SopCast receives a larger number of
searches than PPLive and PPStream. The availability of a Linux
implementation of SopCast was also a motivation to characterize this
particular application.

of the overlay diameter and peers shortest path may
indicate a fast streaming dissemination.

– Second, we investigate the communities formation on
SopCast. Our results show that peers group themselves
into communities according to the amount of data they
exchange each other, regardless any peer information,
such as geographic locality or Autonomous System
(AS). The larger portion of data that peers exchange is
with peers inside the same community they belong to.
Moreover, we show that the amount of data exchanges
between peers that belong to the same AS is low. Based
in our findings, we may infer that SopCast does not
optimize its traffic, turning the inter-AS network traffic
costly.

– Finally, we discuss the churn effects in the SopCast
overlay characteristics. Our results show that peers’
churn does not impact overall topology properties.
These metrics are highly correlated with the SopCast
protocol implementation. Although, peers churn clearly
effects the communities’ formation. As peers join and
leave the P2P system, communities do not have enough
time to stabilize. As consequence, their size and diame-
ter are highly impacted.

The rest of this paper is organized as follows. Section 2
introduces the dynamic model used to characterize Sop-
Cast behavior and presents the main metrics we use in our
characterization. Section 3 briefly reviews how a P2P live
streaming system works and presents our data collection
methodology. In Section 4 we discuss our analysis results
and SopCast characterization. In Section 5 we overview the
literature related to the measurement of P2P live streaming
system. Finally, Section 6 concludes the paper and offers
possible directions for future work.

2 System modeling and network properties

In this section, we describe the mathematical model we use
to represent the P2P live streaming system, following the
model presented in [1]. Moreover, we also introduce how
we identify communities in SopCast application as well as
the definition of network proprieties we analyze.

2.1 Overlay mathematical model

The SopCast overlay dynamics, observed during T time
units, is mathematically represented by a set of graphs Gτ =
{G1,G2, ...,Gn}. Each graph Gt = (Vt , Et ), 1 ≤ t ≤ n,
represents a snapshot from the SopCast overlay during δ

time units (i.e. seconds in the case of our SopCast analysis),
with 1 ≤ δ ≤ T . For a given snapshot Gt , Vt is the set of
nodes and Et is the set of links.

Author's personal copy
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The snapshot duration δ may have negligible effects
when we analyze stable networks, such as Autonomous Sys-
tems. In a P2P streaming system such as SopCast, instead,
the characteristics of the network topology may vary greatly
according to different δ values. Large values of δ may not
capture the topology dynamics, while too small δ values
may not capture peers’ interactions. In short, large (low)
values of δ provide a higher (smaller) level of informa-
tion aggregation in each snapshot and a lower (higher)
perception of the network dynamics.

Besides δ definition, it is also interesting to maximize
the total number of graphs in the set Gτ to better character-
izing the system under study. To accomplish this goal, we
consider that two consecutive snapshots, Gt and Gt+1, are
separated by � time units. Snapshot Gt spans over an inter-
val [t; t + δ[. Gt aggregates all system dynamics over δ time
units.

In what follows, we describe how links are established
among nodes. Let us consider two nodes u and v. If node
u has sent at least one chunk of video to node v (vice-
versa) during the analyzed δ seconds, the connection (u, v)

(vice-versa) exists. Links are weighted by the total of traf-
fic exchanged between any pair of nodes, during δ seconds.
Given the application dynamics, it is clear that a given link
can exist in snapshot Gt , but not in snapshot Gt+1.

2.2 Network properties

We characterize each overlay snapshot Gt using classical
graph theory metrics. Without loss of generality, we intro-
duce the definitions for the whole overlay Gt . The same
definitions are extended to the subgraphs Ci

t , that represents
the community i on time t .

2.2.1 In and out degrees

The in-degree of node v, kin(v), is the total number of
incoming links. In the same way, the out-degree of node
v, kout(v) is the total number of outgoing links. Then, the
degree of node v, k(v), is given by the summation of kin(v)
and kout(v). Given a particular peer, this value is the total
number of its partners. The mean degree, < k >, of a Gt is
given by:

< k > (Gt ) =
∑

∀v∈Vt

k(v)/|Vt |.

2.2.2 Shortest path

Let Pi,j be the set of paths between a given pair of nodes i
and j . We define the shortest path l(i, j) as the one having
the lowest number of hops between source and destination.

Figure 1 shows the set of paths between nodes i and
j . These nodes may use any hops sequence between them

Fig. 1 Paths Between a Pair of Nodes

to exchange data. Therefore, paths with two hops of dis-
tance will probably make this data exchange faster. Thus,
the shortest path distribution provides an idea of time nec-
essary to spread a data on the overlay. The lower the value
of the shortest path distance, the faster data diffusion may
occur.

2.2.3 Diameter

Let be l(u, v) the shortest path between nodes u and v.
Diameter, d, is defined as the longest shortest path between
any pair of nodes in the network:

d(Gt ) = max∀(u,v)∈Vt
l(u, v).

Diameter property provides an idea of the dispersion in Gt .
Small diameter value enables fast spread of the information
over the network.

2.2.4 Clustering coefficient

We define the clustering coefficient, also known as network
transitivity, as follows. In many networks, if node A is con-
nected to node B and node B to node C, then there is a
heightened probability that node A will also be connected
to node C. In terms of network topology, transitivity means
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Fig. 3 Overlay Shortest Path Size Distribution

the presence of a heightened number of triangles in the net-
work, i. e, sets of 3 nodes connected to each other. We define
the clustering coefficient C of Gt [16] as:

C(Gt ) = 3 x number of triangles in the network

number of connected triples of vertices

Where a “connected triple” means a single node with edges
running to an unordered pair of others.

2.3 Community identification

Most of real networks presents community structure, i.e.,
groups of nodes that have a high density of links among
them, with a lower density of links between different
groups. Communities can be arranged following rules based
on specific characteristics related to the entities that form
them. For example, in a file P2P sharing swarm, nodes
may group themselves according to their Internet Service
Provider or according to their interest in some specific files.

The understanding of communities’ existence as well as
their pattern formation is one of many important tasks in
network science. In terms of SopCast application, the com-
munity formation phenomena may shed light, for instance,
on how a particular P2P system builds its overlay topology.

There are a large number of methods to determine graph
communities. In this paper, we use the method called Fast-
Greedy [6]. FastGreedy method presents 2 key characteris-
tics: first, it allows one to assign weights to the connection
between peers. In other words, we group peers not only by
their links, but also by their link importance. Second, unlike
common clustering algorithm as K-means[10], we do not

Table 1 Best Fitted Distributions for overlay shortest path size

Best Mean Standard First Second

Fit Deviation Parameter Parameter

Lognormal 1.759 0.548 μ = 0.515 σ = 0.302

Normal 1.743 0.436 μ = 1.743 σ = 0.436
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Fig. 4 Overlay Mean Degree Distribution

have to fix (or assume) the total number of clusters (or com-
munities) a priori. FastGreedy returns the total number of
existing communities during each snapshot we analyze.

More precisely, according to the FastGreedy method,
peers are grouped into communities according to their con-
nectivity and links weight. We identify communities as a
dense subgraph function using a greed search optimization
on Newman modularity (see [17] for more details on this
definition).

During our experiments, we perform community iden-
tification and characterization over all SopCast overlay
snapshots (Gt = {G1,G2, ...,Gn}). Each snapshot graph Gt
can be divided into a set of communities Ct =

{C1
t , ..., Cyt

}
,

y > 0. The total number of communities y may vary from
snapshot to snapshot. As each community is a subset of Gt ,
Gt = ⋃

1≤i≤y Cit .
For each snapshot t , FastGreedy method returns the

identified communities without worrying about keeping
communities indexes across successive intervals. In order
to understand how peers move among different communi-
ties, it is important to introduce the notation of predecessor
and successor sets of a particular community. Let Ci

t be
an available community on time t . We consider as its pre-
decessor the community C

p

t−1, available on t − 1, which
has the largest intersection with Ci

t . More precisely, Cp

t−1 ={
Ck
t−1 ⊆ Ct−1 | argmax|Ck

t−1 ∩ Ci
t |, ∀k

}
. The definition of

the successor Cs
t+1 follows the same idea. Our definition

clearly relies on the stalibility of the peers. Then, we avoid
overestimate peers dynamics.

3 Experimental setup and crawling methodology

Our work relies on a set of SopCast data we have collected
from a controlled environment on PlanetLab.4 Nowadays,
SopCast is the most popular P2P live application [2]. Its P2P
architecture is based on a data-driven mesh overlay. In such

4www.planet-lab.org/
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Table 2 Best Fitted Distributions for Overlay Mean degree

Best Mean Standard First Second

Fit Deviation Parameter Parameter

Lognormal 14.815 5.153 μ = 2.643 σ = 0.336

Gamma 14.868 4.874 α = 9.401 β = 0.633

architecture, there is a special peer known as server. The
server generates the live content, splits it into data pieces
(chunks) and starts the live streaming dissemination. System
peers do not present a clear hierarchy. They organize them-
selves in a random fashion way. In order to watch the live
video, a peer explicitly requests video chunks to its partners.

We set up a private SopCast channel in order to con-
duct our experiments. This way, we isolate our P2P swarm
from non-controlled peers and may rebuild a precise and
fully SopCast overlay topology, which is essential for a bet-
ter characterization of SopCast dynamics. Moreover, the
PlanetLab experimental environment allows us to focus on
how SopCast protocol and policies impact on the topology
dynamics [15].

During our experiments, we do not impose any additional
constraint to PlanetLab peers. Peers have heterogeneous
resources and are spread over the world. Then, all peers’
behavior and group dynamics we analyze are imposed by
the heterogeneous peers characteristics (e.g. bandwidth) and
by the SopCast protocol design.

The server encodes and transmits a one-hour 500 kbps
video. We have performed 5 different experiments and each
one lasts for one-hour. Peers join the SopCast channel at the
same time and remain connected through all the experiment.
We have discarded the initial 5-minute to avoid the initial
system non-stable period. We refer the reader to [27] for
more details on the collected SopCast traces.

During our experiments, the set of PlanetLab machines
we used act as both regular SopCast peers and data crawlers.
Our crawling strategy is close to previous works [3, 7–9,
25, 28]. Each crawler collects and stores data regarding to
all packets it exchanges with its partners. These traces are
later merged to rebuild the overlay network. We use Wire-
shark5 to collect all SopCast traffic. We have also checked
clock synchronization among PlanetLab nodes. Following
[19], the crawlers synchronize their local times according to
a given server, using Network Time Protocol - NTP [18]. We
used the standard configuration of the PlanetLab nodes for
NTP servers. If this configuration was not available, we used
public NTP servers such as ntp.ubuntu.com. This procedure
makes the local time differences among the data crawlers
quite small (less than 1 second). Given the values we choose

5http://www.wireshark.org
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for δ and �, such differences can be considered negligible,
for practical terms

We have used the largest number of crawlers as possi-
ble, reaching a total of 340 PlanetLab nodes, which is close
to reality, where the larger portion of channels present a
few hundreds clients. In fact, the larger portion of Sop-
Cast channels presents a hundred peers order [2]. Moreover,
according to our previous work, a popular Chinese channel
has about 600 users during peak period. Finally, most of pre-
vious works use no more than 100 peers to crawl SopCast
data [25].

Crawlers store a 1-second granularity packet time-stamp,
its source and destination as well as its size information.
During our analysis, as we focus on the content distribu-
tion process, we distinguish video chunks from control data
packets basing on each packet size. According to Hey et
al. [11] and Tang et al. [25], video chunk packets present at
least 400 bytes. In most cases, chunk packages present a full
package payload.

For each experiment, we have merged all log files to
rebuild the SopCast overlay network as a sequence of snap-
shots. For accomplishing this task, we have used the packets
characteristics gathered by the crawlers. In our analysis two
consecutive snapshots are separated by � = 1s, maximi-
zing the number of observations we can analyze. We have
set δ parameter value equals to 5s, given that the majority
of the peers activities (receiving/sending video packets as
well as the partnerships changes) are performed up to 5s
[3]. δ = 5s enables us to catch the system dynamics with
good accuracy. Roughly speaking, we aggregate informa-
tion using a sliding window mechanism, in which each
snapshot has 5-second duration and two consecutive obser-
vations are separated by � = 1s. Each experiment contains
3,295 snapshots. Then, the last snapshot n is equal to 3,2956.

6The total number of snapshots is not equal to 3600s because we do
not take into account the transient state of the system. We discard the
initial 5-minute of each experiment.
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4 Characterization results and discussion

In what follows we characterize the SopCast topology
formation and its properties. We start by first discussing
SopCast P2P overlay properties. Then, we analyze com-
munities’ key metrics as the number of communities we
observe during a live session and their size as well as
communities’ diameter, shortest path distribution between
communities’ members and clustering coefficient. We also
investigate the traffic pattern exchanged by SopCast peers
and communities. Finally we study the impact on the system
properties under two phenomena: peers churning and flash
crowd.

The distributions we present (cumulative distribution
functions) are defined for all snapshot graphs in Gτ , for each
experiment. Moreover, we characterize SopCast topology
and communities by presenting statistical models that best
fit the measured data. The best-fitted distribution is defined
by comparing the chi-square error of the best-fitted curves
for a number of commonly used distribution models. The
following distribution models are considered as candidates
for best fit: Exponential, Lognormal, Weibull, Gamma and
Normal.7 We also visually compare the curve fittings both
at the body (small values in the x-axis) and at the tail (large
values in the x-axis) of the measured data to support our
fitting decisions.

4.1 SopCast overlay characterization

SopCast is a mesh-like P2P live streaming application. In
such application, peers do not organize themselves in a
clear. Besides, SopCast protocols force peers to constantly
search for new partners. In this sense, overlay topology

7Probability Density Functions are: Weibull: pX(x) = αβxβ−1e−αxβ

I(1,∞)(x), Lognormal: pX(x) = 1
xσ

√
2π

e
−(ln(x)−μ)2

2σ2 , Exponential:

pX(x) = λe−λx , Gamma: pX(x) = βα


(α)
xα−1eβx and Normal:

P (x) = 1
σ
√

2π
e−(x−μ)2/−(x−μ)22σ 22σ 2
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evolves during the live transmission and it is important to
have insights about how its dynamics looks like.

A key property that evolves during the live transmission
is the graph diameter. Clearly, large graph diameter values
may impact on overall streaming latency. Figure 2 shows the
cumulative distribution of SopCast overlay diameter. Dur-
ing our experiments, we have observed that SopCast overlay
diameter varies from very low values as 2, to large values
as 12. In almost 90 % of the cases, the SopCast presents
a diameter smaller than 6 hops. The small diameter value
reveals that SopCast topology is able to improve the chunk
diffusion over the peers. It means that all peers are receiving
the same chunks at roughly the same time, making chunk
redistribution easier under real-time constraints.

One can think that larger SopCast networks, with larger
number of nodes, may have larger diameters. However, the
major number of SopCast channels is not that crowded. As
discussed in [3], the majority of channels tend to have a
order of hundreds of users. Crowed channels likely occur
during events, such as soccer matches [2]. Therefore, small
diameter value is a common characteristic of different Sop-
Cast overlays.

We found that Normal distribution (m = 5.875 and
σ = 0.932) is the best fit for SopCast overlay topology
diameter. Figure 2 shows the fitted Normal distribution.
Note that Normal distribution overestimates the probabil-
ities of short diameters. Though not ideal, overestimating
those probabilities is preferable to underestimating them,
since larger topologies have a stronger impact on streaming
latency. Thus, overestimating diameter probabilities lead to

Table 3 Best Fitted Distributions for Overlay In and Out Degrees

Best Mean Std. First Second

Fit Dev. Parameter Parameter

In deg. Weibull 14.145 9.008 α = 1.611 β = 15.839

Out deg. Weibull 13.525 7.166 α = 1.973 β = 15.161

Author's personal copy



Peer-to-Peer Netw. Appl.

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.05  0.1  0.15  0.2  0.25  0.3  0.35

P
(C

lu
st

er
in

g 
C

oe
f. 

<
=

 c
)

Clustering Coef. c

Fitted LogNormal Distr.
Clustering Coef. Distr.

Fig. 8 Overlay Clustering Coefficient Distribution

more conservative system design decisions, which may be
preferable to more aggressive, and possibly riskier, choices.

We have also observed a low shortest path size between
any pair of system peers. Figure 3 shows the cumulative dis-
tribution function of this property. In SopCast overlay, more
than 96 % of peers end-to-end connections presents up to 3
hops. Both, low overlay diameter and low size end-to-end
connections may indicate a fast streaming chunk dissemi-
nation. Fast chunk dissemination may lead to low latencies
among system peers.

Figure 3 shows that Normal and Lognormal distributions
roughly fit the path size distribution. Both distributions fit
well the head of the curve. Normal distribution performs
slighter better in the curve body. For the tail, instead, Log-
normal distribution is more suitable. Table 1 presents both
distribution parameters.

Next, we look at the mean degree network property. As
shown in Fig. 4, SopCast overlays have mean degree equals
to 14.85 (≈ 4 % of the overlay peers). Moreover, there is
a non-negligible number of peers which present more than
20 partners. In all experiments we have conducted, degree
distribution pattern are similar. This occurs mainly because
SopCast application does not provide to end users a cus-
tomizable configuration: the number of partners a peer tries
to connect to may be hard coded in the SopCast application
binaries.
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Table 2 provides the best-fitted distributions for the mean
degree distribution. Both, Lognormal and Gamma distribu-
tions fit well the measured data. The mean values provided
by both fitted distributions are almost identical to the mea-
sured value from our experiments. Interesting, mean peer
degree distribution can be approximated by a heavy tailed
distribution (Lognormal). As degree is defined by the data
trade between peers, the heavy tailed distribution may sug-
gest that there are some key peers which deliveries much
more content than others. We conjecture that the peers with
large neighborhood may have the greatest upload band-
width. Consequently, other peers, looking for better part-
ners, may constantly contact them. Figure 4 shows that there
is a small number of peers (≈ 5 %) with mean degree greater
than 25. Interesting, Fig. 7 shows that a set of ≈ 5 % of peers
has uploaded more than 300MBytes to other peers during
our experiments.

Figures 5 and 6 show the in and out degree distributions.
Both distributions follow closely the mean degree distribu-
tion pattern: more than 90 % of system peers has an in/ out
degree smaller than 15. In and out degree distributions are
well fitted by a Weibull distribution. Table 3 shows the set
of values for the both fitted distributions (Fig. 7).

In what follows, we focus on the clustering coefficient
metric. Figure 8 shows the cumulative distribution function.
In a SopCast overlay, clustering coefficient values tend to
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Table 4 Best Fitted Distributions for Communities Diameter

Best Mean Standard First Second

Fit Deviation Parameter Parameter

Weibull 5.367 2.724 α = 2.076 β = 6.084

Gamma 5.441 3.037 α = 3.190 β = 0.591

be very small. In other works, if a peers A and B are part-
ners and B and C are also partners, it is not common to
see A and C as partners. This result corroborates the intu-
ition that partnership formation does not follow any specific
rules. Peers tend to search their partners in a random fash-
ion way. The probability of two peers connect each other
is independent of any previous established connection. In
fact, 60 % of analyzed overlays have a clustering coeffi-
cient smaller than 0.08. This value has the same order of
magnitude of the clustering coefficient from random graph
models.8 Higher clustering coefficient values would sug-
gest, for instance, the exploration of peer locality during the
overlay definition process. Clustering coefficient distribu-
tion is fitted by a Lognormal distribution, with parameter
values μ and σ equal to −2.524 and 0.306, respectively.
Mean value, from the fitted distribution, is equal to 0.084
and its standard deviation equals to 0.026.

Some lessons can be learned from the SopCast topology
formation. First, given the small diameter value, chunks dif-
fusion time tends to be small. Second, the overlay topology
seems to be highly resilient to failures, given that peers have
a large number of partner (14.85, on average). If a partner
stops sending new chunks, it is possible to ask them to other
partners in the neighborhood. Despite this two nice SopCast
characteristics, low values for the clustering coefficient sug-
gest that the partnership definition is completely random. A
reasonable conclusion is that SopCast topology seems to be
built without exploring any peer feature. This design choice
may degrade some aspects of system performance.

4.2 SopCast communities characterization

We now turn to our characterization of the SopCast commu-
nities. During a live streaming session, peers often change
their partnerships, which in turn, modifies the communi-
ties’ structure. Even the number of communities we observe
during an experiment may change over time.

We first investigate the cumulative distribution function
of the number of communities during a live streaming ses-
sion. Figure 9 shows the results. Snapshots have, on average,
9 communities. Only 10 % of overlay snapshots have a small
number of communities (less than 4). When the graph is

8 The clustering coefficient for random graphs is given by Crandom =
<k>
|V| , with < k > the mean degree and |V| the total number of nodes
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divided into few communities, peers are forced to orga-
nize themselves in large groups, consisting of up to 250
members. However, in our experiments, more than 80 % of
communities present less than 50 members.

We found that communities’ sizes are well fitted by Nor-
mal distribution, both at the body and at the tail of the
curve from the measured data. Figure 10 corroborates the
very good agreement between measured data and fitted
distribution. Distribution parameters are mean and stan-
dard deviation, with values equal to 36.456 and 23.943,
respectively.

Figure 11 refers to results for the communities diame-
ter distribution. Most common communities diameter values
are between 3 and 7. More precisely, 50 % of communities
have diameter equals to 4. We also note a non-negligible
number of communities that forms a complete graph, with
diameter equals to 1. Moreover, small community diameter
can be explained by the small size of the community sub-
graph as well as by the greedy peer behavior: peers try to
gather data from lots of partners in a small time slot.

Communities’ diameter distribution is well fitted by both
a Weibull and Gamma distributions. We present a summary
of our characterization of communities diameter in Table 4.

Once again, communities’ shortest path sizes are also
small. Figure 12 shows the cumulative distribution of the
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shortest path distance between two end-points inside a com-
munity. Almost all communities’ peers are up to 4 hops
apart. Communities’ shortest path size can also be approxi-
mated by a Lognormal distribution (as occurs for the overlay
case). Lognormal distribution has the following parameters
values: μ = 0.839 and σ = 0.372. Mean value from the
fitted distribution is equal to 2.481 and standard deviation
equals to 0.942.

Peers in a community have a much lower mean degree
compared to the overlay topology values. In fact, as shown
in Fig. 13, peer mean degree inside a community drops from
14.85 to only 4. In and out degrees, as shown in Figs. 14 and
15, also get lower values. Overlay in and out degrees, for
more than 90 % of peers are lower than 15. Communities’ in
and out degrees drop to 5. These lower values clearly show
that peers exchange data to its partners inside a community.
However, they also remain communicating to peers outside
their communities.

Tables 5 and 6 report a summary of the best fits for
the cumulative distributions of mean and in/out degrees,
respectively. As expected, degree distributions for the com-
munities follow the same pattern of those for the entire
overlay.

Let us now focus on the clustering coefficient metric.
Figure 16 shows the probability distribution. Communi-
ties clustering coefficient values are small: even if peer A
exchanges data with B and B with C, it is not implied
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Table 5 Best Fitted Distributions for Communities Mean Degree

Best Mean Standard First Second

Fit Deviation Parameter Parameter

Lognormal 3.633 1.539 μ = 1.198 σ = 0.416

Gamma 3.998 2.150 α = 3.512 β = 0.883

that peer A exchanges data with C. In other words, Sop-
Cast protocol does not incentive cooperation between peers
that share a particular partner. We found Lognormal as the
best fitting distribution to the clustering coefficient, with
mean equals to 0.116, standard deviation equals to 0.06 and
parameters μ and σ with values equal to −2.276 and 0.482,
respectively. According to Fig. 16, Lognormal distribution
fits well body and tail of the measured data.

As a final note, Fig. 17 shows that SopCast peers have
a highly dynamic behavior. Peers change, very often, the
communities they belong to. For instance, the probability
that a community remains unchanged between 2 consecu-
tive snapshots (time intervals t and t+1) is less than 0.05.
Furthermore, if we compare two communities separated
by a period of 5 seconds (time intervals t and t+5), the
probability of having 90 % of different peers is equal to 0.2.

Despite the highly dynamic behavior of the most of the
SopCast peers, there are few peers that remain in the same
community for a long time period. In such case, these
peers may act as communities’ leaders, providing the larger
portion of streaming data to all others members.

4.3 Community traffic pattern

Given the large amount of P2P live streaming users world-
wide, understanding the traffic pattern of P2P live streaming
and its impact on the network infrastructure is an important
task. Here, we analyze the traffic pattern among different
communities, in order to provide some insights on how
peers organize themselves to exchange data. The results
may help, for instance, on network dimensioning task.

Figure 18 shows peers link and data exchange sum-
mary. During our experiments, we have observed that the
largest portion of data flow remains inside the community.
More than 60 % of data exchanges are performed inside the
community.

Table 6 Best Fitted Distributions for Communities In and Out
Degrees

Network Best Mean Standard First Second

Property Fit Deviation Parameter Parameter

In degree Weibull 2.432 1.706 α = 1.456 β = 2.691

Out degree Weibull 2.971 5.733 α = 0.561 β = 1.801
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Despite the large amount of traffic exchanged by peers
that belong to the same community, there is a non-negligible
number of links between pair of members of distinct com-
munities. Only 30 % of the links belong to two end-points
from the same community. These results reinforce the idea
that communities are organized around peers that trade a
considerable amount of data each other. Interesting is that
the large amount of the traffic inside community is provided
by a very few peers. Figure 19 shows that less than 20 % of
peers sustain more than 99 % of community traffic. Finally,
from Fig. 19, we also can see that Weibull distribution fits
well the data collected distribution, which parameters equal
to α = 0.288 and β = 0.182 and mean equals to 2.038 and
standard deviation equals to 11.885.

In this sense, the upload traffic pattern inside a commu-
nity is quite different from previous results showing traffic
pattern of the SopCast application. For instance, Silverston
et al. [22] show that the majority of the remote peers in
SopCast transmit more data than they receive (60 %). Our
results show that each community has its own leader. These
leaders, which are highly altruistic peers, may receive incen-
tives and system protection against attacks as they act as a
community maintainer. If they fail, system quality may be
severely degraded.

During our experiments, we have not found any evidence
that SopCast groups its peers based on their Autonomous
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System (AS) information. We have closely analyzed the two
largest AS in number of PlanetLab nodes we have mon-
itored. Figure 20 reports that communities do not have a
large proportion of peers from the same AS. Less than 10 %
of communities have more than 50 % of their members
belonging to the largest AS (AS680). Considering the sec-
ond largest AS (AS137), this proportion drops to less than
5 %.

To provide a deeper analysis, we also investigate the
data flow from peers belonging to the same AS. Figure 21
depicts how we have classified the traffic exchanged among
peers. First, we account the total data a peer exchanges
with a partner belonging to the same community, defined
as intra-community traffic. In the opposite way, we check
the amount of data a peer exchanges to partners outside
its community, defined inter-community traffic. Finally, we
check the amount of traffic a peer exchanges to its partners
belonging to its AS, defined as intra-AS traffic. Note that
intra-AS traffic can arise between peers placed into distinct
communities.

Figures 22 and 23 show the traffic pattern for both largest
AS we have found during two distinct experiments. For all
other experiments, traffic pattern closely follows the traf-
fic we report here. According to both figures, we note that
intra-community traffic is larger than the inter-community
traffic. During the experiment from Fig. 22, about 65 %
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of the traffic remains inside the community. Intra-AS traf-
fic is only about 18 %, on average, of all traffic a peer
exchange. In the best scenario, even if all intra-AS traffic is
inside the same community, peers remain exchanging 47 %
of traffic among peers that belong to another AS. This same
pattern occurs for all Autonomous Systems we have ana-
lyzed, i.e., intra-AS traffic traded between peers is much
lower when compared to the total traffic. Figure 23 shows
the intra-AS traffic for the second largest AS. For this case,
intra-AS traffic drops to 2 % of total amount of exchanged
information.

Summarizing, different from Bermudez et al. [2], our
results show that peers group themselves into communities
according to the amount of data they exchange each other.
We believe that traffic distribution pattern from previous
work may be biased by the geolocality of their traces (as
SopCast data was capture only in a few ISPs). According
to our results, the largest portion of data peers are traded
between peers inside the same community they belong to,
regardless being or not at the same AS of their partners. This
suggests that SopCast does not try to optimize the inter-AS
traffic. In this sense, SopCast dynamics is not that effi-
cient: the application allows high traffic exchanges between
different points of the physical network.

4.4 The impact of peers churning

So far, we have provided a SopCast characterization con-
sidering private channels in which the number of peers
watching and redistributing the content remains the same.

Fig. 21 Intra/Inter Community and AS Traffics Diagram
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However, it is also interesting to see the impact of peers’
leave and rejoin actions on the SopCast topology. In what
follows, we analyze the scenario considering peers chur-
ning.

In order to dynamically model this process, we have used
the model presented in [3]. A peer pi joins the channel and
remains connected during an ON period of time. After that,
it leaves the channel and remains idle during an OFF period
of time and rejoins the channel. This process repeats until
the end of the experiment. We model the ON time as a
Weibull distribution and the OFF time as an Exponential
distribution, according to Table 7. These distributions were
the best fittings for several channels and SopCast system
conditions, as extensively discussed in [3].

Based on our findings, we make the following obser-
vations. Peers churning do not clearly impact the SopCast
overlay topology metrics we have analyzed. All previous
analyzed topology properties keep roughly the same behav-
ior under peers churning. For instance, Fig. 24 shows the
overlay topology diameter distribution. Once again, Sop-
Cast overlay has a diameter lower than 6, for the 80 % of
snapshots. Normal distribution fits well the measured data.
System diameter under churning is low, which may favor a
fast streaming dissemination.
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Table 7 Peer Churning
Model: ON-OFF time
distributions and parameters

State Distribution Parameters

ON Weibull mean=23.59; std. dev.=34.99; α = 2.032 and β = 0.233

OFF Exponential mean=18.49; std. dev=16.17 and λ = 0.054.

Despite the inconspicuous effects on the SopCast over-
lay topology, peers churning have a non-negligible impact
on communities’ structure. Communities’ formation, accor-
ding to our work, depends on peers’ interaction (data
exchange). As peers join and leave the system, long-term
relationships may not occur and the structure of communi-
ties breaks very often. Figure 25 shows that communities are
smaller under peers churning. More than 80 % of communi-
ties have less than 30 peers, which is half of the community
size for the experiments without churn.

Diameter is also significantly impacted by churn. As
shown in Fig. 26, about of 50 % of all communities present
less than 3 hops diameter. Smaller values of commu-
nities’ diameter in the presence of churning reflect the
smaller number of members and the expected higher system
dynamic.

4.5 The impact of flash crowd

Flash crowd is a challenge for P2P systems, especially for
live streaming systems. This phenomenon captures the typi-
cal arrival behavior in that there could be hundreds or thou-
sands of users joining the system during a very short period,
more often, during the initial few minutes of a live broad-
cast. This joining pattern adds considerable difficulty for
a P2P live streaming system to accommodate such a large
number of newly incoming peers with reasonable streaming
quality, and within a stringent time constraint [13].

In order to evaluate the impact of flash crowd on Sop-
Cast, we study the initial 5-minute of all experiments we
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have performed. During this initial period, all peers join the
SopCast closed channel, imposing extra work to the system
(e.g. to the SopCast boostrap or channel server).

We have observed that flash crowd phenomenon presents
a small impact on SopCast topology metrics. In fact, the
major impacts we observe are on the P2P overlay topol-
ogy diameter and communities number. In what follows,
we briefly discuss our main findings regarding to these 2
metrics.

During the flash crowd period, peers are establishing
their partnerships in a greedy way. As consequence, sys-
tem diameter is slightly larger than steady period. As shown
on Fig. 27, 90 % of topology snapshots present a diameter
lower than 8 (instead of 6).

As the P2P topology receives a lot of new peers in a very
short period, peers do not group themselves as expected.
As consequence, our clustering algorithm was able to group
peers in a lower number of communities. According to
Fig. 28, we have found only 5 communities (mean value)
while, during a steady state, we have found up to 10. As
natural consequence of the lower number of peers commu-
nities, the groups we have found are larger. In this case,
about 80 % of communities present up to 150 peers (instead
of 50 members).

In sum, we do not notice that SopCast adapts to the flash
crowd phenomenon. Differences regards to metrics that are
highly dependent of the number of users and the joining
processes. We do not note any group formation criteria
during this period or any peer selection difference than a
random fashion select strategy. Concluding, we may infer
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that SopCast is not prepared to deal with a high number of
peers joining in a very short period.

5 Related work

There is a large number of works that focus on P2P
live streaming system behavior and overlay characteris-
tics of popular P2P live applications, such as SopCast and
PPLive [3, 14, 24–26, 30]. Some of these works treats
specifics aspects of a P2P live streaming application as its
user characterization, their interests and even their local-
ization [11, 12]. However, these previous characterizations
differ with respect to their goals, and thus to the perspective
taken for workload analysis purposes.

For example, Xia et al. [11] analyze a popular P2P
live streaming application (PPLive) and present its client
temporal behavior. Authors show that, unlike VoIP users
(i.e. Skype), PPLive users watch the live content during
non-commercial period, which follows close traditional TV
users behavior. More recent, Borges et al. [3] provide a
SopCast client characterization. Authors active crawl data
from real SopCast channels, modeling the client behav-
ior. Despite the importance, focusing only on user behavior
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may hide important characteristics of live streaming P2P
networks.

Some studies focus mainly on network traffic patterns,
characterizing metrics such as upload and download rates,
packet types, and protocol usage [11, 14, 21, 23, 24], while
other efforts target the characterization of properties of the
P2P overlay network, such as peer degree and clustering
coefficient [28, 29].

Silverston et al. [22] analyzed the level of fairness
in the collaboration among peers, in terms of the ratio
between upload and download traffic, as well as the geo-
graphic location of collaborating peers. According to their
work, P2P-TV traffic typically crosses a large number of
autonomous systems, which has important implications for
Internet service providers.

Tang et al. [25] also investigate SopCast topology, using
the PlanetLab to perform their experiments. They focus
on neighborhood metrics, for instance, link duration and
nodes degree. Although the authors characterize and model
users’ behavior during a live transmission, they do not
inspect communities’ formation. Moreover, as authors focus
on client behavior they do not further investigate topology
properties and how they evolve over time.

Bermudez et al. [2] proposed a methodology that allow
distinguish and investigate three different graphs from the
overlay SopCast topology: the social networks that link
users based on their interest, the overlay networks created
by peers that are watching the same channel, and the dis-
tribution networks that involve the subset of peers that are
contributing to the video distribution. The authors introduce
the definition of group of peers, based on peers’ contribution
(data upload and download). Different from them, we show
evidences that SopCast does not use any AS based algorithm
to cluster their users. Moreover, our crawling methodol-
ogy isolates external factors that may obscure the SopCast
application behavior.

Despite the large number of works devoted to understand
P2P-TV applications, most of them rely on characterizing
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the static view of these systems. These works do not worry
about either understanding the systems dynamics or ana-
lyzing how it evolves over time. Here, we characterize
a popular P2P live streaming application, focusing on its
network properties and mainly its community formation
process. We further analyze the peers that belong to each
community, focusing on their traffic patterns, their dynamic
behavior as well as how their dynamics impacts on the
formation process of each community.

6 Conclusion

This paper provides a thorough characterization of SopCast
P2P-TV workloads, focusing on system topology dynam-
ics and communities formation. Our study relies on a set
of experiments we conduct on PlanetLab, where we isolate
the user behavior and focus on the SopCast protocol and its
impact on P2P overlay topology.

In our SopCast workloads, we note a dense overlay topol-
ogy. The network diameter is low, which may indicate a low
video latency. Moreover, the path between a given pair of
peers is also short. More than 60 % of peers are separate by
only 2 hops.

Peers group themselves into communities according to
the amount of data they exchange each other. Each commu-
nity has a very few members that maintain all P2P streaming
traffic, clearly acting as group leaders. Communities’ for-
mation is not related to peer features, such as geographic
locality. In fact, we show evidences that SopCast peers
do not use any localization process to create their partner-
ships. Less than 10 % of communities we observe during
our experiments present more than 50 % of its members
belonging to the largest AS we used in our experiments.

Furthermore, we found that intra-community traffic is
larger than the inter-community traffic. For example, dur-
ing a given experiment about 65 % of the traffic remains
inside the community. Intra-AS traffic is only about 18 %,
in average, of all traffic a peer exchanges. This traffic pat-
tern greatly impacts the cost of the P2P traffic that SopCast
generates.

Our characterization results provide valuable insights to
support the future design of more realistic synthetic work-
load generators as well as of new protocols that exploit
communities’ relationships. Moreover, our methodology
may be directly applied to investigate communities’ for-
mation on a wide number of P2P systems and social
networks.

Possible directions for future work include characteriz-
ing other P2P-TV systems, further analyzing the correlation
between different workload parameters and developing of
realistic synthetic workloads topology/traffic generators for
SopCast like systems.
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